
 
 

Technical white paper  

HP StoreAll Storage  
Best Practices 
Insight into hyperscale storage to tame and mine your content explosion  

 

Table of contents 
Goal of this Document .................................................................................................................................................................. 2 

HP StoreAll Storage Use Cases .................................................................................................................................................. 2 

HP StoreAll Storage Overview .................................................................................................................................................... 2 

Architecture ................................................................................................................................................................................ 2 

Product Models .......................................................................................................................................................................... 4 

HP StoreAll Best Practices ........................................................................................................................................................... 5 

File System Best Practices ...................................................................................................................................................... 5 

Network Best Practices ............................................................................................................................................................ 9 

Data Services Best Practices ................................................................................................................................................ 10 

Data Access Protocol Best Practices .................................................................................................................................. 18 

Authentication and Authorization ....................................................................................................................................... 20 

Miscellaneous Best Practices ............................................................................................................................................... 21 

Solution Design Considerations ........................................................................................................................................... 21 

Summary ....................................................................................................................................................................................... 22 

 
 
 
  



Technical white paper  |  HP StoreAll Storage Best Practices 

 

 
2 

Goal of this Document 

The goal of this document is to provide administrators and architects with a deeper understanding of HP StoreAll Storage 
product features, how they are implemented and how those features can be used in order to create a solution that meets 
HP Best Practices; it is not intended to be a functional implementation guide. Administrators should refer to the product 
documentation and ISV solution specific documentation for full implementation instructions. 

Best Practices can be defined as designs, solutions and methodologies that HP has determined to be beneficial for the 
majority of implementations. Like most things in the information technology world, the success of every implementation  
is a function of not only the underlying technology, but also the specific applications, application workload, client 
configuration, networking configuration and so on that make up the entire solution: the same is true for the Best Practices 
enumerated in this white paper. 

While we have tried to present general Best Practices, these may not apply to every circumstance. It is still the responsibility 
of the individual system administrators to plan, test, apply proper change control, and validate configuration changes.  
HP highly recommends that you work closely with your HP Storage Solution Architect to make sure that the requirements 
for your specific implementation are designed into the solution. 

This document assumes that StoreAll OS v6.6 is being used. StoreAll OS v6.6 supports StoreAll Storage systems built on  
G7 or G8 based server hardware; StoreAll OS v6.3 was the final release of StoreAll OS to support G6 server hardware. 

HP StoreAll Storage Use Cases 

HP StoreAll Storage is positioned as Backup, Archival and Cloud storage; HP StoreEasy is positioned for general purpose  
file serving storage. Before starting to design a solution check the latest StoreAll Sales and Marketing materials and  
ISV compatibility documentation for a list of supported ISVs and approved use cases and if still in doubt, speak to a  
HP Storage Specialist. 

HP StoreAll Storage Overview 

HP StoreAll Storage enables you to tame and mine your content explosion—reducing the cost, complexity, and time to 
store, protect, and extract business value from massive amounts of unstructured data. Supporting file object in a single 
storage platform for unstructured data, HP StoreAll Storage is hyperscale, harnessed, instant, economic storage for  
today’s and tomorrow’s data center. 

HP StoreAll Storage scales massively, supporting up to 16 petabytes of capacity in a single namespace (file system) with 
centralized management. It brings structure to unstructured data with custom metadata attributes, data retention policies, 
and autonomic protection for data durability. StoreAll Express Query enables you to extract value by finding files orders of 
magnitude more quickly and cost effectively than traditional methods. And it scales down costs of storing data over time 
with policy-based tiering and a modular architecture. 

Architecture 

Traditional NAS solutions typically are composed of two loosely coupled nodes that each share completely separate file 
systems and may be able to perform rudimentary failover in the event of a hardware failure: they do not share the same  
file system concurrently from each node. The HP StoreAll Storage is a true scale-out platform composed of a modular 
cluster of nodes, where each of these nodes can serve the same file system(s) concurrently. 

The physical foundation of the HP StoreAll Storage architecture is a couplet. A couplet is composed of a pair of nodes  
with locally attached shared storage. Each couplet is a highly available unit with the each node in the couplet able to 
transparently take over and present the other node’s storage and network services. The nodes in a couplet and all the 
nodes in StoreAll cluster are networked together using 1GbE or 10GbE networks. Couplet nodes must be local to each  
other (in the same rack) and all the couplets in a cluster must in adjacent racks, stretched clusters (when the nodes are 
widely separated) are not supported. 

Multiple couplets are bound together into a scale-out cluster with the StoreAll Distributed File Engine. On that robust and 
massively scalable foundation a rich set of all inclusive Data Services for data retention, data protection, data mobility, and 
data management are provided. Shares are created and made available to clients via file and object modes, and a broad 
portfolio of data access protocols. This complete environment is managed centrally via a graphical user interface and 
command line interface. 
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Figure 1. StoreAll Architecture 

 

A storage segment is a sub-section of the StoreAll file system that is logically tied to a LUN presented from a RAID set.  
More specifically, each segment is implemented like a separate file system at the physical layer except that each contains 
only a subset of the sequential range of inode numbers for the entire file system. 

An inode is a pointer to a particular file in the file system. It contains all of the metadata about the file, such as the owner, 
the permissions, the various time stamps. It also includes a pointer to the physical blocks that make up that file. 

A directory is a special file that contains a list of file names and their associated inode numbers. Since the inodes for each 
segment are consecutive, and each node contains a mapping of which inodes exist on each segment in the cluster, any node 
in the cluster can reference the inode number for a file, and immediately determine within which segment that file exists. 

Figure 2. StoreAll Segmented file system 
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A single file system can be defined within one couplet or spanning across multiple couplets. Couplets can be added  
to a StoreAll cluster and a new file system created on the new storage, or an existing file system extended over it online.  
Nodes, couplets and storage can also be removed from a cluster online. 

Both nodes in a couplet have equal physical access to the segments presented to the couplet but only one node owns a 
segment and only that node can write to the segment. From the owning node’s perspective, and for the purposes of file 
allocation, a segment owned by a node is classed as a local segment by that node and as a remote segment by other nodes. 
The StoreAll software automatically assigns ownership of segments to nodes when the storage is discovered, that 
assignment can be changed manually, if required, with the file system online. 

A client can access a StoreAll file system from any node it is mounted on, regardless of if the data being accessed is on 
segments local to the node. 

When files and directories are created in the file system an administrator defined allocation policy determines which 
segments the data is stored on. Allocation policies are discussed later. 

If a share is being accessed via a node and the data is stored on one of the node’s local segments then the read/write 
requests are handled directly by the node; if the data is on a remote segment then the data is accessed over the network. 
These remote reads and remote writes are transparent to the application but will usually be slower/more latent than  
when accessing local segments, to reduce the effect of this each node maintains a local cache of files in memory. If a  
file cached by a node or nodes is changed then all cached copies of the file across the cluster are invalidated to maintain 
data consistency. 

There is a special case for reads from a remote segment when the remote segment is owned by the other node in a couplet. 
For example, in figure 2, Node A can perform direct IO to segments C and D but it does not own them. If Node A needs to 
read a file from one of the remote segments then the metadata is retrieved from Node B and returned to Node A which  
can then complete the read directly from segments C or D so avoiding the transfer of data across the network between  
the nodes. 

The cluster is managed by the Fusion Manager Service. The Fusion Manager orchestrates all aspects of the StoreAll cluster 
including cluster membership, file system creation, file system allocation policies and all cluster wide services. For instance 
if Continuous Remote Replication is being run, all of the nodes in the cluster that are serving that file system will have 
separate replications tasks running: the Fusion Manager is responsible for coordinating the synchronization of those tasks 
across the entire cluster. 

At any given time the Fusion Manager is only active on one node in the cluster and is passive on all the other nodes.  
The active node is initially the first node that is configured in the cluster and that node will serve as the Active Fusion 
Manager until it leaves the cluster or is manually failed over; at that time the Fusion Manager on one of the remaining  
nodes will transition from the passive state to the active state. The Active Fusion Manager instance is accessed by a  
virtual network interface with a fixed IP Address which follows the service between nodes. 

Product Models 

The latest HP StoreAll Storage family consists of two models: the StoreAll 8200 Gateway and the StoreAll 8800. These 
systems are based on G8 server technology and require StoreAll OS v6.5. 

The StoreAll 8200 Gateway replaces the StoreAll 9300 Gateway and the StoreAll 8800 replace the StoreAll 9320 and 9730. 
Previous generation StoreAll systems can be upgraded to run StoreAll OS v6.5 providing that they are G7 based; StoreAll  
OS v6.3 was the final version of StoreAll OS to support G6 hardware and will continue to receive maintenance updates. 

HP StoreAll 8200 Gateway Storage 

HP StoreAll 8200 Gateway Storage enables customers to leverage investments in HP 3PAR StoreServ 7000 and 10000  
for file archiving. Each StoreAll 8200 is a 2U rack-mount built on HP ProLiant DL380 G8 Server DNA with two six core  
Intel® Xeon® Processor E5-2620 and 48 GB memory. The system includes Fibre Channel HBAs for connectivity to 3PAR 
storage and options exist for 1GbE and 10GbE network interfaces for client access. This model is always ordered in pairs to 
provide high availability. 

HP StoreAll 8800 Storage 

HP StoreAll 8800 Storage is a flexible, turnkey, highly available scale-out appliance that can be configured as needed  
to match the customer’s performance and capacity needs. A StoreAll 8800 contains two nodes. Each node is built on  
HP ProLiant DL380 G8 Server DNA with two six core Intel Xeon Processor E5-2620, 48 GB memory and P1228 PCI SAS  
RAID cards. All options include 4 integrated 1GbE ports with options for additional 1GbE or HP 10GbE ports. 
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StoreAll 8800 Storage can be configured with 1–8 high performance Enterprise SAS capacity blocks configured  
with 450 GB or 900 GB SFF 10K Enterprise SAS HDDs (up to 180 TB raw capacity per couplet) OR 1 to 4 high  
performance Enterprise SAS capacity blocks and 1 MDL SAS capacity block configured with 2, 3, or 4 TB 7.2K MDL  
SAS HDDs (up to 370 TB raw capacity per couplet) OR 1 or 2 MDL SAS capacity block configured with 2, 3, or 4 TB 7.2K  
MDL SAS HDDs (up to 560 TB raw capacity per couplet). The MDL SAS capacity blocks support up to 70 HDDs and can be  
sold half populated to support later online expansion. 

StoreAll clusters need not be homogeneous with regard to a particular model within the family but they must all be  
running the same version of StoreAll OS. 

HP StoreAll Best Practices 

HP StoreAll Storage allows incredible flexibility for system administrators to define unique file system layouts. This level  
of flexibility allows the file system to be configured in ways that work, but that are not optimal for reliability, throughput or 
scalability. Care must be taken to develop an implementation plan that has contingencies for growing the file systems, 
providing fault isolation, and provisions compute resources, bandwidth and capacity for data services such as Snapshots, 
Continuous Remote Replication, Data Rebalancer, and Tiering. This document will start at the bottom of the stack and work 
up, discussing issues starting with disk drive geometry all the way up to data access protocols and solution design 
considerations. 

File System Best Practices 

Disk Drive Utilization 

One of the most common mistakes made when designing any storage solution is to strive for high disk drive utilization.  
This can be reflected in unrealistic expectations of the number of IO operations that a storage system can deliver and 
expectations around being able to use 100 percent of the capacity with no penalties. The facts are that, unfortunately,  
as drive utilization increases, system performance decreases and the HP StoreAll Storage system is no different from  
other storage systems in this regard. 

There are several different factors that come into play as the disk drives becomes highly utilized in a StoreAll system,  
these include: disk geometry, segment allocation and file system utilization. 

Disk Geometry 

Mechanical disk drives deliver progressively lower performance as they are more completely utilized. This phenomenon is 
not caused by the quality of the components or the particular drive manufacturer, nor does it have anything to do with the 
file system implementation: it is based purely on disk geometry. 

If you look at the physical geometry of a disk drive, the smallest IO block that a disk drive can address is a disk sector.  
The sectors are arranged in concentric cylinders on the platter and are referred to as a track. Each disk sector is addressed 
by its segment number. Disk sector zero is always a sector on the outermost tracks of the disk. As the segment numbers 
increase, they refer to sectors progressively closer to the innermost tracks. Because the circumference of the outermost 
track is larger than inner tracks, disk manufactures place more sectors along these outermost tracks. Since there are more 
sectors on the outer edges of the disk, during a single platter rotation the IO head of the disk drive will pass over more 
sectors for tracks on the outer edges of the disk then the innermost track. The net result is that more sectors can be read 
per rotation on the outer tracks than the inner tracks resulting in the outer most tracks deliver better performance. 

Drive utilization also has implications regarding seek time (the time it takes a drive to move a disk IO head to a location on a 
platter). If relatively few of the tracks on a disk are utilized, the IO head of the disk will always stay over or relatively close to 
those tracks on the disk and there is a much higher probability that subsequent IO requests will be for the same track, or for 
a track that is physically closer to the track already being accessed. Because the IO head has to move less, if at all, the result 
is a decrease not only in the number of disk seeks required, but also in the individual seek time, which in turns increases the 
performance of the disk as more time is spent doing IO than the moving the heads around. 

From a practical perspective, this all means that blocks on the first track of a disk are the highest performing blocks 
available. As the drive fills, not only does the drive have to spend more time moving the heads around (“seeking”), but  
also the subsequent writes are on slower tracks as the disk fills and consequently the greater the disk capacity utilization, 
the lower the relative performance of that physical disk. 

Now we understand the geometry of a disk drive we can see that lower disk utilization keeps the data on the outermost, 
higher performing tracks (when used to the extreme in benchmarks this is called “short stroking”). 
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File System Utilization 

Another effect of high disk capacity utilization is within a file system directly. As a file system fills, the amount of free 
contiguous space drops and the file system needs to spend more time traversing data structures looking for free blocks  
to write into, or following pointers to data blocks for a file read. 

At 90 percent utilization the HP StoreAll system will start optimizing space management over performance; at very high 
levels of utilization the HP StoreAll system will stop allowing new files to be written to that segment. By doing so the  
system will reserve the remaining space for expansion of existing files and all new files will be intelligently deferred to 
segments that are not as fully utilized. 

As the file system continues to fill, and the corresponding segments are sitting on these fully utilized physical disk devices, 
performance will enter a worst case scenario where a greater than normal number of file system IOs must be completed to 
the slowest section of the underlying disk drive. This can have a significant negative impact on file system performance. 

Best Practice 
• For performance critical environments keep drive utilization below 80 percent. If utilization is trending above this level, 

you should consider expanding the file system by adding additional capacity. All environments need to consider adding 
capacity at 90 percent utilization. 

• Use capacity based directory level quotes to keep file system utilization below 90 percent. 

Spindle Size 
A related topic is in regard to the spindle size chosen to deliver the required capacity. 

• The HP StoreAll 8800 Storage can be configured with 10K RPM 450 GB or 900 GB Enterprise SAS drives or high capacity 
7,200 RPM 2 TB, 3 TB, or 4 TB Midline SAS drives (or a mixture of both) 

• The HP StoreAll 8200 Gateway Storage allows the utilization of LUNs from various HP storage arrays that provide 
additional disk geometry options. 

Hypothetically then, if the requirement was for 8 TB of capacity, and if you were to completely ignore RAID overhead,  
you could meet it with two 4 TB drives, four 2 TB drive, twelve 900 GB drives or thirty-six 300 GB drives. Assuming that the 
throughput of a 7,200 RPM Midline SAS drive was 155 MB/s and the throughput of an Enterprise SAS drive was 168 MB/s, 
then these options could theoretically deliver 310 MB/s, 620 MB/s, 2.016 GB/s and 6.048 GB/s respectively. In practice you 
would never get this full throughput due to the other capacity limits in the system but the point of the comparison was to 
show the drastically different total throughput available for a configuration with more, smaller drives as opposed to fewer, 
larger drives.  

Choosing the right disk geometry to meet the performance requirements is just as important as choosing the appropriate 
number and size of disks to meet the capacity requirements and both are critical to a successful implementation. 

The final consideration is that the choice of drive spindle size will have an impact on LUN rebuild times after a disk  
failure. While the difference in the number of IOPS possible is very significant between 10K RPM and 7,200 RPM drives,  
the difference in sustained drive throughput is less significant (In the example above we use the theoretical maximum 
sustained throughput speeds of 168 MB/s for the Enterprise SAS drives and 155 MB/s for Midline SAS). This is because the 
slower rotation speed of a 7,200 RPM drive typically allows the drive to have a higher areal density and the higher density 
enables the slower rotating drive to maintain similar sustained throughput. However, since the Midline SAS drives are a 
much higher capacity, the rebuild time for these drives is much higher as well. This is part of the reason that larger slower 
drives are configured in RAID 6, which can protect from a double disk drive failure, versus the 10K SAS drives which rebuild 
much faster and have a much lower chance of experiencing a double disk drive failure. 

Best Practice 
• Only use high capacity drives where performance requirements are relatively low. 

Segments 

Segments are a central part of the HP StoreAll Storage architecture. All file systems are built on one or more segments  
and the performance characteristics of the underlying segments is the primary driver for performance of the file systems  
in general. 

For StoreAll 8200 Gateway Storage configurations, implementation decisions include determining the optimal size of a 
segment and the optimal number of segments served by a node. These issues are not relevant to the StoreAll 8800,  
which have predefined RAID layouts, partitions and segment sizes. 

The main concern when determining segment size is around the number and size of the units required to make up the  
file system of a specific capacity, but failover time between nodes in a couplet is also influenced by the number of segments 
that a node is serving when a failover occurs: the more segments that need to be assumed by the surviving node in the 
couplet, the longer the failover will take. 
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Best Practice 
• On HP StoreAll 8200 Gateway Storage, segment size should be defined to be smaller rather than larger to optimize the 

performance of applications that run at the segment level as long as it does not create more than 15 segments per node. 
This limit does not apply to the HP StoreAll 8800 which have predefined segment layouts but it is worth understanding 
those layouts considering the workload to be supported by the system. 

Allocation Policy 

The Distributed File Engine running on each StoreAll node determines which segments will be utilized for incoming write 
operations. This is based on an allocation policy setting. Each node can have its own setting for this parameter; however  
it is common for all the nodes in a cluster to share the same allocation policy. 

The first part of the allocation policy controls how a node distributes new files and directories across the cluster, this is often 
referred to as “preferring segments”. If it is set to “ALL”, file and directory creation requests are distributed across all of the 
segments in the file system regardless of whether those segments are local to the node that received the request. This has 
the effect of providing consistent utilization of the capacity of all of the segments used by that file system. If it is set to 
“LOCAL” then incoming file or directory creation requests are distributed to the segments that are owned by the node that 
received the request. By keeping the data local to the node that received it, there is a higher probability that the subsequent 
read request for the file will reference segments local to the node that is serving that client. This can be a substantial 
performance boost for many environments. The drawback in this case is where a subset of the nodes in the cluster are 
receiving the incoming file or directory creation requests. In this case, segment capacity utilization would be skewed 
between the nodes that were receiving the requests, and the data may have to be rebalanced across the segments. 

The default for the first part of the allocation policy is “ALL”. This setting will work for the majority of implementations and is 
the default since it will require the lowest level of administration. Setting the allocation policy to “ALL” will ensure that all 
nodes/segments are equally utilized. It also means that some of the file creations will need to traverse the cluster network 
to the node that owns the remote segment. This could lead to sub optimal performance. 

For environments that are performance sensitive, optimal performance from the file system is obtained by using the 
“LOCAL” setting for the allocation policy. In this case, there is a high probability that a client will access the node that 
happens to serve the segment on which those files reside. In this case there is no back end communication to a remote 
node to obtain metadata information and/or cache a copy of the file. Note that setting “LOCAL” as the allocation policy  
could also cause unexpected undesired behavior. This is especially true if the clients that are writing the data are not 
distributed evenly among the cluster nodes. If one node was serving the majority of the requests, then the segments local 
to that node will be over utilized. Administrator using the “LOCAL” allocation policy should monitor the utilization of the 
underlying segments to ensure that data is being evenly distributed. 

The second part of the allocation policy is used to determine how a node distributes file and directory creation requests 
across the segments that have been preferred in the first part of the policy. Default file allocation policy in StoreAll v6.6 
release is “Branching”. As per the branching policy, Distributed File Engine will allocate new files under a given directory  
to the same segment until there is a significant gap in utilization when compared with that of other segments. Branching  
policy in turn reduces the occurrence of dangling dentries caused by HA events. Other allocation policies are also 
documented in the User Guide but for the most part they should only be used in specific configurations and at the  
direction of HP Technology Services (customer support). 

Best Practice 
• Allocation policy should only be set to prefer “ALL” segments for environments where data ingest is not well balanced, 

“LOCAL” should be used when data ingest is well balanced across all nodes, and where clients have affinity to a particular 
node. Setting the second part of the allocation policy to “Branching” is recommended for the most balanced utilization of 
the preferred segments. 

File System Layout 

After determining the size of the file system, the next logical question is based on how many nodes should be used to  
serve that file system? It’s tempting to envision a large pool of segments spread across a cluster of nodes with multiple  
file systems spread over that pool of nodes, but experience has shown that that is often not the best approach. Consider  
a configuration with eight nodes (four couplets) serving two file systems spread across 24 segments which are owned by  
all eight nodes. In this example all of the nodes are serving both of the file systems, A Blue and B Gray. 
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Figure 3. StoreAll Cluster with two file systems served by all the nodes 

 

While this is a completely valid configuration, there are a number of draw backs regarding performance and fault isolation. 
With regards to fault isolation, in the configuration above, the loss of one couplet creates a situation where all of the file 
systems lose availability or become degraded. By defining a subset of the cluster for each file system, there is less chance 
that an event on one couplet could impact the availability of file systems that don’t even have segments defined on that 
couplet. Even without catastrophic events, degraded states or resource utilization of one RAID set, node, couplet, or file 
system could cause impact on the other file systems that share that resource. If one of the file systems became over 
utilized, and a couplet could no longer service all of the IO requests for that segment of the file system, then all of the  
file systems on that couplet would be resource restricted. 

A better approach with regard to both performance and fault isolation is shown in figure 4. Each file system is configured  
on the appropriate number of nodes that are needed to provide the capacity and throughput requirements for that 
particular workload. Additional file systems are defined on a separate set of couplets in the cluster. The StoreAll system is 
still managed as a single cluster, but this isolates the couplets providing resources to a particular file system from the other 
couplets in the cluster. 

Figure 4. StoreAll Cluster with two file systems each served by dedicated nodes 

 

Best Practice 
• When possible try to isolate file systems on dedicated resources rather than sharing resources with other file systems. 

• Backup and Archiving ISV applications do not have the need for a large single namespace and StoreAll Storage is 
generally configured with one file system per node or one file system per couplet for this class of application. Please 
consult ISV specific Best Practices for recommended file system layouts. 
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Large File Systems 

One of the capabilities of HP StoreAll Storage is the support of very large file systems. Large file systems that span  
multiple physical disks provide increased efficiency from the standpoint of optimizing utilization and flexibility of the 
system, however, users and administrators should be cautious and aware of the limitations and implications of configuring 
and supporting extremely large file systems. Often administrators can obtain similar utilization with a similar level of 
management effort by creating multiple file systems rather than a single large file system. 

The key administrative challenge of a large file system is in regard to fault isolation: as more segments and nodes are 
configured into a single file system the more likely a component failure is to occur. This has nothing to do with the 
architecture of the file system, or the quality of the devices in that configuration, but just a matter of the statistical 
probability. As more devices are added to a configuration there is a greater chance of the failure of any one of the 
components of that file system. StoreAll Storage is protected against hardware component failure; including protection 
from double disk drive failures with high capacity and density configurations however there is always the potential for 
double or triple failures that could damage the file system or at the very least put the system into a degraded mode.  
The larger the file system, the higher the probability that access to the system could be impacted. 

Large file systems can also create challenges with regard to searching for data. Large document repositories typically utilize 
a sideband database to track where files exist within large file systems. This is because the effort and resources needed to 
walk the file system tree to find a particular file is prohibitive. Sideband databases provide direct access to the full path of 
the file making retrieval efficient. While a sideband database like those in document repository software or like the 
functionality included in Express Query (discussed later in this paper) can resolve access issues, not all applications and 
utilities have been designed to access these databases and consequently, these applications are forced to traverse the full 
file system tree. The larger the file system, the longer it will take these applications and utilities to walk the tree. Similar 
implications come into effect when one thinks about the requirements to backup and restore a large file system using 
techniques like NDMP. The time required to backup and to restore file system increases with the size of the file system. 

This means that large file systems will require a longer recovery time objective compared to smaller file systems. Other file 
system wide tasks such as snapshot space reclamation also have execution times dependent on the size of the underlying 
file system so, in many cases, management tasks become easier to schedule and complete in a timely manner on smaller 
file systems than on larger file systems. 

A closely related issue to large file systems is the number of individual files in a single directory. StoreAll uses directory 
hashing to speed access to directory entries, but even so the more files in a directory the slower commands that traverse  
all of the files in a directory will take to complete. This includes operations such as listing files but, less obviously, time taken 
to create files as the file system must check that a file does not already exist with the same name. 

Best Practice 
• Avoid creating excessively large file systems arbitrarily without regard for the implications of managing, the effects on 

reliability and the application requirements. Multiple smaller file systems provide increased fault isolation and ease of 
management. 

• The number of files supported in a directory is 500,000. Response times increase as the numbers of files in a directory 
grow and may become unacceptable with fewer files than this in some cases, depending on the StoreAll configuration 
and how busy it is. 

Network Best Practices 

Carefully planning the network design for a StoreAll cluster is vital. An overview of StoreAll networking is presented here,  
a comprehensive Network Best Practices Guide is provided as part of the standard StoreAll documentation. 

The building block for StoreAll networks are NIC ports combined into one or more highly available network bonds. These are 
created at install time and it is complex, sometimes impossible, to change the fundamental network architecture after a 
StoreAll system has been installed. 

There are three or four types of network traffic to consider when planning a StoreAll cluster, depending on the 
requirements: 

• Traffic between the cluster nodes which includes management traffic and inter-node data movement and transfers. 

• Management traffic between clusters nodes and their hardware components for the purposes of management  
and monitoring. 

• Traffic between NAS clients and cluster nodes. 

• Inter-cluster replication traffic. 
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All of this traffic can go over one network bond (called a “unified network”) or it can be separated out onto separate 
“cluster”, “management” and “user” networks. This decision has to be made before installing the system. 

Virtual Network Interfaces (VIFs) are built on the base network bonds. These provide highly available access to network 
shares and the Fusion Manager: 

• User VIFs are used to access NAS services. At least one User VIF is defined for each node in a couplet and the VIF will 
failover to the surviving node in a couplet in event of the first node failing. Creating User VIFs is a post installation task. 

• The Management VIF is used to access the Active Fusion Manager. It is created at installation time. It follows the Active 
Fusion Manager and can failover to any node in the cluster. 

It should be noted that the simpler the network topology chosen, the fewer IP addresses and network ports required. 

Best Practice: 
• Read the StoreAll Network Best Practices Guide! 

• Use 10GbE networks whenever possible. 

• Only use the supported network bonding modes. These vary depending on if 1GbE or 10GbE NICs are used. Check the 
StoreAll Network Best Practices Guide. 

• Use a unified network design whenever possible. It is by far the easiest network topology to implement and uses fewest 
IP addresses and network ports. 

• Exceptions to the recommendation to use a unified network are when inter-cluster replication is being used (replication 
should be separated out onto a separate User network if significant traffic is expected) or when very heavy inter-node 
traffic is expected (extensive use of Data Mobility Services is expected for example) which may be better separated out 
onto a dedicated cluster network. 

• DNS reverse lookup zones must be created for all StoreAll clients and network services that use DNS. 

Data Services Best Practices 

One of the key features of the HP StoreAll Storage systems is the rich set of data services that are included in the product as 
standard. In this section these and other data services will be examined to enumerate best practices for each of them. 

HP StoreAll OS includes: 

• Data protection using Snapshots and Data Validation scans. 

• Data retention using WORM file immutability and Data Retention policies. 

• Data replication between StoreAll clusters. 

• Data management via StoreAll Express Query and Quotas. 

The system is also able to move data blocks from one segment to another to achieve various data management effects. 
The services that perform these operations are referred to collectively as “Data Mobility Services”. They are: 

• Rebalancing—redistributing of the data to balance the utilization of various sets of segments. 

• Tiering—moving files from one set of segments to another based on user defined policies. 

• Segment Evacuation—relocating all the files and directories from one or more segments to another segment or 

segments to enable the segment to be removed from the file system. 

It’s important to remember moving data is resource intensive task. Replication and the Data Mobility services can place a 
significant load on the disks, nodes, and networks of the source and destination segments and the nodes that serve them. 

This can cause conditions where resource utilization impacts the data access workload of the file system. 

Solution architects need to understand the requirements for user data access and system data mobility in order to provide 
adequate resources. If a solution were to require an ingest rate of 100 MB/s and a particular node provided 200 MB/s of 
throughput, then that may be sufficient for normal ingest levels, but that may not be enough throughput when you consider 
the additional load that will be added to the system in a real world environment where the solution also requires Tiering, 
Replication and Snapshots Reclamation tasks all running concurrently. 

Best Practice 
• System administrators should not run multiple data mobility services and replication concurrently without consideration 

for the potential resource contention. 
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Data Retention 

StoreAll Storage has a set of features grouped under “Data Retention” which enable the creation of Write-Once Read-Many 
(WORM) files and the facility to retain them (stop them being deleted) for a period of time. Data Retention is enabled on a  
per file system basis and once enabled, it cannot be disabled. A file system must be unmounted to change its Data 
Retention settings. 

WORM and Data Retention works by using the standard file attributes for permission and access time to control access to a 
file. Setting a file’s mode to “read-only” will set a specific file to “WORM” in a WORM-enabled file system. Setting the access 
time for a file to a point in time in the future, immediately before making the file WORM, will set the retention period for a 
file to that future point in time. This is the defacto industry standard for setting WORM and data retention periods and 
makes it relatively simple for many vendors who have already adopted this methodology to easily integrate with StoreAll. 

StoreAll also supports a feature called “autocommit” which retains a file automatically after it has resided in a Data 
Retention enabled file system for a period of time. 

The StoreAll Data Retention feature can be configured in one of two modes: 

• Enterprise mode: In this mode, once a retention period is set on a file it cannot be removed or decreased. However, the 

retention period can be extended. 

• Relaxed mode: In this mode the administrator has the ability to manually decrease or remove the retention period which 

would subsequently allow the file to be moved, modified, or deleted. 

On a file system that has Data Retention enabled, a file can exist in one of three states: 

• Normal: The file is created read-only or read-write, and can be modified or deleted at any time. 

• Write-Once Read-Many (WORM): The WORM state is initiated when a file is set to read-only. Once set to WORM, a file’s 
content and the attributes cannot be modified. However, a WORM file can be deleted at any time. It is important to note 
that some applications seemingly ignore WORM files: applications that modify a file in place will be unable to alter a 
WORM file but applications that open a file, modify a copy of the file, and delete the original and replace it with the 
modified copy of the file, will work on WORM enabled files. Users may have to utilize retention in conjunction with WORM 
to avoid this behavior. 

• WORM-retained: A WORM file becomes WORM-retained when a retention period is applied to it. The file cannot be 
modified, and cannot be deleted using normal system commands until the retention period expires. A retained file can 
only be deleted using the “administrative delete” function available from the StoreAll CLI and GUI or by deleting the whole 
file system. When the data retention period expires the file transitions to a WORM state. 

Finally, there are two types of retention: 

• Time based retention: A time based retention period is initiated either manually on a file by setting the access time or 
“atime” attribute to a time in the future before making the file WORM or by defining a default retention period, as well as 
an auto-commit period. In the latter case, if these two attributes are set, and a file is created read only, the system will 
then automatically initiate the default retention period on that file when the autocommit period of time has elapsed. 
Autocommit is a very useful feature for environments where Data Retention is required, but an application cannot 
explicitly perform the steps required to transition a file to a WORM-retained state. 

• Legal Hold based retention: Placing a legal hold on a file enables the file to be retained indefinitely, the file cannot be 
moved, modified, or deleted regardless of if the retention period for the file expires. Once the legal hold for a file is 
removed, the file reverts to its original retention period. 

StoreAll replication is “data retention aware”, its default behavior is to only allow data to be replicated between file systems 
with identical Data Retention settings. 

Best Practice 
• Test data retention settings out thoroughly before taking a file system into production as file management can be 

complex to users unfamiliar with working with WORM and WORM-retained files. 

• If a large amount of data is to be migrated into a file system, consider enabling Data Retention after the migration has 
been successfully completed and using autocommit to retain the data. This avoids situations where data has been 
partially migrated and then retained, but then needs to be deleted. 

Data Validation 

Data Validation is a service used on retention enabled file systems to confirm that a file has not been modified through 
either hardware or software errors, or through malicious intent. When a file is created in a retention enabled file system,  
the system will automatically generate three checksums associated with that file. These checksums correspond to the 
checksum for the file attributes, the file path as well as the actual file content. 
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The administrator either manually, or on a scheduled basis, initiates a validation scan. During a validation scan, the system 
will scan each file, recalculate the hashes for each file and compare them to the hashes originally calculated for the file.  
In this way, it can be assured that the file path, metadata and contents have not been modified in the period from when the 
file was created until the validation scan was run. If any discrepancies are found, the data validation scan notes the 
discrepancy so that a copy of the file can be restored from another source. 

Since each file in the file system needs to be read, have its checksum generated and compared to the stored values for that 
file, the time that it takes to complete a validation scan is based on the size of the file system, as well as the number of files 
in the file system and how busy it is. On large file systems, it can take days to complete a single scan. Only one scan per  
file system can run concurrently. 

Best Practice 
• Administrators need to be aware of the system load generated by validation scan as well as the time to complete that 

scan to ensure that the load from a validation scan does not interfere with the user workload. 

Snapshots 

HP StoreAll Snapshots allow administrators to create a point-in-time copy of a file system or directory. Users who access 
the snapshot directory have access to the directory or the files as they existed at the point in time that the snapshot was 
created. This allows users to recover from accidental deletions or inadvertent changes to the file system. StoreAll’s native 
snapshot feature provides file level granularity and the ability for users to restore files from snapshots through integration 
with Microsoft® Volume Shadow Copy Services. Snapshots are available across all StoreAll Storage models. They do not 
require the administrator to reserve a separate storage pool just for snapshot capacity. 

Snapshots are taken at the directory level. You can take snapshots of up to 1024 directories per StoreAll file system, and  
up to 1024 snapshots can be taken of each directory. StoreAll supports up to 255 file systems per cluster. All snapshots are 
immutable and read-only. 

Although snapshots are managed at the directory level, they are implemented per file. The metadata of a snapped file has 
pointers to all file system blocks referenced by the current version of the file, and also has pointers to any blocks referenced 
by snapshots, including blocks that may no longer be part of the current version of the file. This is critical for understanding 
how snapshots are handled in relation to the data mobility services: since the snap data blocks are still part of the file, if a 
file is moved from one segment to another, the data blocks that make up the snapshots of that file are also moved. This is 
not true of replicated files: CRR only replicates the primary copy of a file. 

Snapshots are implemented in StoreAll by first defining a “snaptree”, and then creating a manual or scheduled snapshot of 
that snaptree. The root of the snaptree can be the top of a file system, or a sub-directory of a file system. A single file 
system can have multiple snaptrees however it is important to note that snaptrees cannot overlap one another. So for 
example, if “/users/user1” was defined as a snaptree, then you could define “/users/user2” as a separate snaptree, but you 
could not specify “/users” as a snaptree since it would overlap with the existing snaptree. 

Once the snaptree is defined, snapshots can be created manually, with a user specified name, or scheduled on a time basis 
such as hourly, daily or weekly at a certain time during that respective hour, day, or week. The maximum number of 
snapshots to retain can also be defined in a snapshot schedule. 

Once a snaptree is created, a hidden directory, “.snapshot”, will be created in the top level of the snaptree. Inside this 
directory there will be directories that correspond to the time that each snapshot was taken, and the user specified name for 
that snapshot, or the schedule period. For instance “2012-10-29T120000_hourly” would correspond to an hourly snapshot 
taken on October 29th, 2012 at 12:00:00. “2012-08-30T150419_foo” would correspond to a manual snap shot named 
“foo” taken on August 30th 2012 at 15:04:19. Inside each of these directories will be a representation of the file system as it 
looked at the point in time that the snapshot was run. There is no requirement to roll back the snapshots; users who need 
access to a version of a file that exists in a snapshot can just copy the file back into their normal directory to restore the file. 

Best Practice 
• If the StoreAll system is being backed up the backup client software should be configured to skip.snapshot directories. 

System administrators need to be aware of the implications of utilizing user quotas along with snapshots. Quota utilization 
is determined by aggregating the capacity of all blocks for all the files that a user owns. Data blocks of a file that are only 
referenced in a snapshot version of the file are included in the total size of the file. This can lead to cases where the user has 
exhausted their quota but at the same time it may not be apparent that a portion of that utilization is derived from snapshot 
utilization. Taking frequent snapshots of directories with large files that have a high rate of churn would exacerbate this 
particular behavior. Even more confusing cases can occur if snapshots are deleted and the space is not reclaimed. Deleting a 
snapshot deletes the reference to that point in time in the relative snapshot directory, but it does not dereference the blocks 
for each file. These data blocks still count against a particular user’s quota until the snapshot is reclaimed by running a 
reclamation task. 

Best Practice 
• Include snapshot capacity requirements when determining appropriate user quotas. 
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Snapshot Space Reclamation is the task that an administrator runs to reclaim unreferenced data blocks. Unreferenced 
blocks can either be blocks pointed to by a version of file that no longer exists in any remaining snapshots (the file was 
modified) or could also apply to files that no longer exist at all, either in the current version of the file system or any 
snapshots (the file was deleted). A reclamation task is run for an entire file system, not just a particular snaptree. It can  
also be run with an option for either a quick reclamation or an exhaustive reclamation. A quick reclamation will free any 
space utilized by files that no longer exist in any of the remaining snapshots, whereas an exhaustive reclamation also 
searches every file and checks for individual data blocks of the files that are no longer referenced. 

Space Reclamation, especially exhaustive reclamation, is an intensive file system task and should be run at a quiet time 
whenever possible. The amount of the space reclaimed is dependent upon the number of blocks that are no longer 
referenced by the file or other snapshots. It is very possible, that deleting a snapshot and then running a reclamation  
task will not return any additional capacity if the deleted snapshot did not include files with unique data blocks. 

Best Practice 
• Only run snapshot reclamation tasks during periods of light system load. 

StoreAll CRR in continuous mode does not replicate snapshots. It replicates the current version of files in the source 
directory and skips the snapshot directory. “Run Once” mode replication can be used to replicate individual snapshots.  
When you select “Run Once” as the replication mode, you can specify the source snaptree and individual snapshot to be 
replicated and then select the target. Note that snapshots on the source file system are sparse files containing only the 
changed data block. If snapshots are replicated, the full file is replicated. 

Best Practice 
• Snapshots methodologies need to be designed, just like other parts of the system, with regard to the appropriate 

snaptree layout, frequency of snapshots, and frequency of reclamation tasks. 

Segment Evacuation 
Segment Evacuation is an extreme form of data migration. In typical migration scenarios, files are moved from one segment 
to another, but directories typically remain on the segment that they are originally created on. When a segment evacuation 
is run, all files and directories need to be moved from the evacuated segment. 

Figure 5. Segment Evacuation  

 

Segment Evacuation not only has to move the files, but dissemble and reassemble the directory tree on both the source  
and destination segments. Any error in the file system tree encountered along the way can cause issues on the new 
segment. In the case of systems that are also running Express Query, this causes very heavy load on the node where the 
database is running (the active Fusion Manager node). The combination of all these activities makes it difficult for the 
system to respond to any data access requests while segment evacuation is running. 

It is therefore recommended that a file system check is run on the file system before running a segment evacuation task 
and to ensure that IO activity for a file system is quiescent before initiating a segment evacuation. Since both the file system 
check and the segment evacuation must be done with the file system down or quiescent, segment evacuation should be 
considered a downtime event. Running segment evacuation on a running system is extremely dangerous. 

An evacuated segment cannot be re-used in the same cluster. 

Best Practice 
• Check the file system with ibrix_fsck before starting an evacuation task. 

• Segment evacuation must only be run on a quiescent healthy file system. 
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Rebalancing 

Segment rebalancing involves redistributing files among segments in a file system to balance segment utilization and  
node workload. For example, after adding new segments to a file system, you can rebalance all segments to redistribute 
files evenly among the segments. Usually, you will want to rebalance all segments; in special situations, you might want to 
rebalance specific segments. 

Figure 6. Segment Rebalancing 

 

During a rebalancing operation on a file system, files are moved from source segments to destination segments. The 
StoreAll OS calculates the average aggregate utilization of the selected source segments, and then moves files from 
sources to destinations to bring each candidate source segment as close as possible to the calculated balanced utilization. 
The final absolute percent usage in the segments depends on the average file size for the target file system. If you do not 
specify any sources or destinations for a rebalance task, candidate segments are sorted into sources and destinations and 
then rebalanced as evenly as possible. 

You can also rebalance to or from a sub-set of the segments of a file system. If you specify a sub-set as the source of 
rebalancing task, the system will try to move files out of segments that specified that they are over utilized. If you specify a 
sub-set as the destination of rebalancing task, files will be moved into the underutilized segments of the set you specified. 

System administrators using the StoreAll CLI need to be aware of any file system tiers that have been defined to avoid 
moving files that have been migrated to a specific tier from being moved back out of that tier and in essence defeating the 
tiering task. The StoreAll GUI Segment Rebalancing Wizard is tier aware, so makes this task simpler. 

Care should also be taken if a LOCAL allocation policy is utilized. Rebalancing may have the side effect of moving data onto a 
segment or node that is not typically serving that data. Subsequent access to that file would then need to go from one node 
to the other which would negatively impact system throughput. 

Best Practice 
• Rebalancing is a data intensive operation and preferably should only be run during periods of relatively low activity. 

• Administrators need to be aware of segment tiering rules as well as any relations between particular files and nodes 
before implementing rebalancing. 

• If tiering is being used use the StoreAll GUI to manage rebalancing tasks. 

Tiering 

The StoreAll OS includes a data tiering feature. This feature is used to increase storage efficiency by storing data on different 
classes of storage and moving it to appropriate classes of storage based on user defined rules or policies. 

Figure 7. Data Tiering 

 

Data tiering is transparent to users and applications. However, migration is a storage and file system intensive process 
which can take days or weeks to complete. 

Best Practice 
• Tiering tasks must be run at a time when clients are not generating significant load: it is not suitable for environments 

where there are no quiet times for tiering tasks to be run. 
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To implement this feature storage segments in a file system are assigned into tiers. The definition of tiers is completely 
arbitrary, but typically it is based on relative performance of underlying disks that the segments utilize. Administrators can 
base tier assignment on performance, storage block, by rack, etc. or a mix of each. Once multiple tiers are defined, a 
particular tier of storage can be selected for all incoming file writes. This tier is referred to as the primary tier. All other tiers 
are considered secondary data tiers. The system will not spread writes out to the secondary tiers automatically. Capacity in 
the secondary tiers is utilized when user defined policies move the data from the primary tier to the secondary tiers. If the 
capacity of the primary tier was exhausted, users trying to create a file would receive a “device full” error message even if  
there is capacity available in the other tiers. This may be particularly confusing since the Linux® will list space available in the 
file system. StoreAll CLI commands and the StoreAll GUI can be used to see the actual capacity utilization of each tier within 
the file system. 

Tiering rules are defined that control the movement of data from one tier to another based on file access patterns  
(e.g., access and modification times), file size, file type, owner, group etc. Rules can be constrained to operate on files 
owned by specific users and groups and to specific paths. Logical operators can be used to combine directives. 

Tiering tasks do not run continuously in the background on a server. A tiering task can be initiated manually from the CLI or 
GUI or can be scheduled to run periodically using the GUI Tiering Wizard. The maximum frequency at which a tiering task can 
be scheduled to run is once a day. 

When a tiering task is initiated, the file system or directory is scanned and files are matched to rules to determine if they  
are candidates for movement. If they are candidates, they will be queued for migration to the specified destination tier.  
Each node in a cluster runs an independent task to identify and then migrate files on segments served by that node.  
Since each node runs its own task to implement tiering, there is no implicit ordering of which files will be migrated first 
within a file system. 

Once a file has been migrated from one tier to the other, it will not be migrated back to the original tier if that rule no longer 
applies. For example, assume that a rule existed that would move a file from one tier to another based on modification time 
being greater than one week. If a file was created, and then aged for greater than one week it would be moved during the 
next run of the tiering task. If the user subsequently updated that file its modification time would change. At this point the 
original rule would no longer apply, however that file would not be migrated back to the primary tier unless a rule was 
specifically defined to move the file. 

When a file is migrated from one tier to another ALL data blocks associated with that file are transferred at the same time. 

This means that if a file has four snapshot copies, the current version of the file along with all of the snapshot versions of 
the file would be moved together to the new tier of storage. It is not possible to have a tier for snapshot copies that is 
separate from the current version of the files. 

When estimating the impact of tiering, solution architects and system administrators need to consider the number of files  
in the file system as well as the size of the file system. This will impact the time it takes to scan the file system tree for files 
that fit the data tiering policy. The more files and segments, the longer the scan takes. Also consider the time it takes to 
copy the data from the source to the target segments. Moving a large amount of data will induce a significant load that may 
interfere with standard file system operations. 

Best Practice 
• Tiering is a data intensive operation and should only be run during periods of relatively low file system activity. 

• Depending on the size of files and number of files being moved between tiers Tiering performance will vary greatly.  
Run benchmarks with sample data whenever possible before taking into production to help with planning. 

Replication 
HP StoreAll Replication is a replication solution that replicates changes in a source file system on one cluster to a target  
file system on either the same cluster (intra-cluster replication) or a second cluster (inter-cluster replication). 

StoreAll Replication is commonly referred to as StoreAll Remote Replication or, for historical reasons, Continuous Remote 
Replication (CRR). 

StoreAll Replication is asynchronous and runs in parallel across the cluster. It tries to replicate on a first-in-first-out basis 
but there is no strict order to replication at either the file system or segment level: there is no concept of “in-order delivery” 
or “consistency groups”. 

No special configuration of segments is needed. Each node in the cluster replicates data from the segments of the file 
system that it owns and each node runs one replication thread per file system which means that the more nodes replicating 
data from a file system, the quicker it runs. 
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The default behavior of StoreAll Replication is to always replicate whole files. This is perfectly appropriate for archival 
storage as files are written then rarely accessed or updated, but it does mean that if a small change is made to a previously 
replicated file then the whole file becomes a candidate for replication again regardless of the size of the change. In StoreAll 
OS v6.5 a replication task can be optionally directed to only transfer small incremental changes to previously replicated files. 

Best Practice 
• Incremental file transfers increase CPU usage on StoreAll nodes and may reduce overall file serving and replication 

performance. Incremental file transfers should only be used in cases where it can been proven to be beneficial e.g., where 
it is known that small changes are frequently made to large files and that replicating those files frequently is causing 
network congestion. 

• NEVER use incremental file transfers if you expect to create and replicate files >100 GB in size. 

A replication task sends data to a replication target. Replication targets (known as CRR exports) are created on the target 
cluster. A CRR export can be at the root of a target file system or can target a sub-directory of the file system. Multiple  
non-overlapping replication targets can be created in one file system allowing the file system to be a target for multiple 
replication tasks. Replication target folders are not protected on the target cluster but must be treated as read-only. 

StoreAll Replication is generically referred to as Continuous Remote Replication, but it can be run in either Continuous or  
Run Once modes: 

• Continuous replication mode: A continuous replication task can only replicate from the root of a file system. File system 
changes are tracked on the source file system and continuously replicated to the target file system. The changes are 
tracked for the entire file system and are replicated in parallel by the cluster nodes. 

• Run-once replication mode: Replicates a single directory sub-tree or an entire file system from the source file system to 
the target file system. The task makes a single pass of all files and subdirectories in the specified directory or file system. 
All changes that occurred since the last replication task are replicated from the source file system to the target file 
system enabling periodic updates of a target only copying changed files. 

Both types of replication task can be configured to exclude the replication of specific folders and file types using a per task 
exclusion list. 

A continuous replication task always ignores snapshots. A run-once replication task can be configured to replicate a single 
file system snapshot but if snapshot replication is not explicitly configured, snapshots and all related metadata are ignored. 

When a replication task is started, it first compares the target with the source and it will delete any files in the target that 
are not present in the source. 

CRR replicates all changes from the target to the source which includes file deletions. Use file system snapshots to protect 
files from deletion. 

CRR replicate’s metadata changes separately from changes to the contents of a file so if, for example, a file’s permissions 
are changed only the metadata change is replicated. 

A given StoreAll system can be a source for one replication task and concurrently a target for another task, allowing the 
implementation of a number of replication topologies: 

• One-One: a file system is replicated from one StoreAll cluster to a target file system on another StoreAll cluster. A single 

pair of file systems cannot be configured as both a source and a target (no bi-directional replication). 

• One-many: a single file system can only be replicated to one target but if a cluster has multiple file systems then each 

one can be replicated to a different target cluster. If the requirement is to replicate one file system to multiple targets 
then cascaded replication must be used. 

• Cascaded or linked replication: This is where file system A replicates to file system B which then replicates to file 

system C. In this configuration, both file system B and C should be read-only, otherwise changes allowed on B or C will 
not be propagated to A. Due to the complexity of managing this topology it is very rarely implemented. 

• Many-one: There is a one-one relationship between an individual replication task and a replication target but a StoreAll 

cluster can be configured with multiple replication targets so can targeted by multiple replication tasks. 
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Planning an appropriate replication strategy is one of the more complex tasks when designing a StoreAll solution and there 
are a number of best practices associated with it: 

Best Practice 
• To provide the best performance, and reduce the risk of resource contention, replication should be configured over a 

dedicated network bond. Replication should always be done over a base bond, never over a User VIF (see later) or the  
FM VIF. 

• Depending on the size of files and number of files being replicated, replication performance will vary greatly. Run 
benchmarks with sample data whenever possible before taking into production to help with planning. 

• Use run once replication mode for bulk copying of files, when a point-in-time copy of a source is required on a target,  
and for replicating native file system snapshots. 

• Use continuous replication mode for keeping file systems synchronized when you have the ability to handle out of order 
transfers of files. 

• If an ISV application storing data on StoreAll Storage system has its own inbuilt replication mechanism then that would 
generally be used in preference to StoreAll replication. 

• Plan what to do if replication fails due to a node failover or network failure, or in event of DR being invoked. Various 
scenarios are covered in the product documentation. 

StoreAll Express Query 
StoreAll Express Query is a fundamental part of the StoreAll architecture. Express Query creates a searchable sideband 
database that tightly integrates with file metadata. The database includes file system metadata such as the file owner, 
permission, access time, modification time etc. that is kept in the files inode and also allows a user to define custom 
metadata. For example, in the case of a medical image, this could be information relevant to the DICOM standard, such as 
the patient name, date of exam, the doctor’s name etc. For music files, examples of custom metadata might include genre, 
artist, year performed. For business documents, it may include project name, author, reviewed by, signatures, and so on; 
custom metadata is whatever is relevant to that particular file type. 

Figure 8. Express Query Architecture 

 

 

In releases prior to StoreAll OS v6.5 Express Query could only be used with file systems that have Data Retention enabled; in 
StoreAll OS v6.5 Express Query can be enabled on any StoreAll file system. 

The Express Query database resides on whichever node is the Active Fusion Manager and will failover with the Fusion 
Manager if necessary. The database files are kept in a “archiving” sub-directory of the file system. 
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When files in the file system are created, deleted, modified, or have any file attributes modified, these changes are stored  
in the archive journal for that file system segment. With Express Query, these updates are asynchronously read from the 
archive journal and applied to the relative entries in the Express Query database. These updates are always completed 
asynchronously to the actual file ingest to prevent database ingest from impacting the responsiveness of the primary 
system so Express Query database updates may be minutes behind actual file updates. Additional information in the 
Express Query database can include access logs, or hash indexes. 

Express Query removes the limitation in file system lookups that are imposed by file naming schemes in traditional  
NAS storage environments. In a traditional NAS environment, as the number of files under a namespace grows, either in a 
single directory or across the entire directory tree, finding a particular file in the tree becomes a daunting task. In solutions 
where a single name space can grow into a multi petabyte file system with billions of files, the advantages of being able to 
query your storage for a particular file, means performance that is orders of magnitude faster than traditional file system 
search functions. 

Users or applications can query the Express Query database using the REST API to quickly find file pathnames that match a 
user defined query. For instance, a user could request all the files that are greater than a certain size or that are owned  
by a certain user. Even more interesting is the ability to query the database for files that matched particular customized 
attributes. For instance, all files that match the name “Smith” for a field called “Doctor” or all files that match a field called 
“Quarter” with a value of “Q3FY2011”. The schema for the searchable fields is entirely open to whatever customized 
metadata was stored and how the user or application can make use of these values. The database returns the results  
of the query in JSON output. This JSON includes the full pathnames to the files that matched the query. 

Quotas 

Quotas can be assigned to individual users or groups, or to a directory tree. Individual quotas limit the amount of storage or 
the number of files that a user or group can use in a file system. Directory tree quotas limit the amount of storage and the 
number of files that can be created on a file system located at a specific directory tree. Note the following: 

• You can assign quotas to a user, group, or directory. You can also import quota information from a file. 

• If a user has a user quota and a group quota for the same file system, the first quota reached takes precedence. 

• Nested directory quotas are not supported. You cannot configure quotas on a subdirectory differently than the  
parent directory. 

A quota is delimited by hard and soft storage limits defined either in Mbytes of storage or as a number of files. The hard  
limit is the maximum storage (in terms of capacity and number of files) allotted to a user or group. The soft limit specifies 
the capacity or files that, when reached, starts a countdown timer that runs until the hard storage limit is reached or the 
grace period elapses, whichever happens first. (The default grace period is seven days.) When the grace period elapses or 
the hard limit is reached, the user or group cannot store any more data and the system issues quota exceeded messages  
at each write attempt. 

Quota statistics are updated on a regular basis (at one-minute intervals). At each update, the file and storage usage for  
each quota-enabled user, group, or directory tree is queried, and the result is distributed to all file serving nodes. Users or 
groups can temporarily exceed their quota if the allocation policy in effect for a file system causes their data to be written  
to different file serving nodes during the statistics update interval. In this situation, it is possible for the storage usage visible 
to each file serving node to be below or at the quota limit while the aggregate storage use exceeds the limit.  

Data Access Protocol Best Practices 

A StoreAll Storage system supports SMB, NFS, FTP, and HTTP data access protocols. Each node in a couplet has at least one 
virtual network interface defined for clients to access shares (called a User VIF). The User VIF automatically fails over to the 
surviving node in a couplet in event of a HA event, maintaining the same IP address for continued client access. Depending 
on if the protocol being used by the client is state-less or state-full the client will wait for the VIF to failover or will have to 
reconnect once it becomes available on the other node. 

None of the data protocols have any intrinsic knowledge of the StoreAll cluster or file system. For example, from the 
perspective of a Windows®/SMB or NFS client every StoreAll node is an individual file server. When a share is created  
on the StoreAll system the default behavior is that the share is made available from every node in the cluster and the  
client can choose to map the share from any of the nodes. Once the client has mapped the share it will have a persistent 
relationship with the node it mapped the share from (the relationship is with IP address of the node to be precise) and  
it will do all of its IO through that node and that could be to any segment in the StoreAll file system hosting the share, 
regardless of which node owns a segment. 

The relationship between segments, file systems, nodes and allocation policies has been discussed in depth already.  
It should be clear that, since all of a client’s IO will go through the StoreAll node that it maps a share from, that some 
planning is required to ensure that the workload generated is serviced optimally by choosing the correct file allocation 
policy. Also, if there are multiple client systems accessing shares then the requests to map shares should be spread  
across the nodes using a mechanism such as Round Robin DNS. 
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Best Practice 
• Shares must always be accessed via a User VIF, never via the IP address of a node of the FM IP address. 

• When designing a StoreAll solution, consider how many clients will access the StoreAll cluster, how they will spread  
their load across the nodes in the cluster and choose appropriate file system layouts and allocation policies. 

• Where the number of clients is small manually mapping shares to clients will yield better load balancing than using  
RR DNS. 

• With some ISV applications a client must always access a share through the same network path and this requires the 
share to be mapped manually. Consult ISV specific documentation when designing a solution. 

SMB and CIFS 

System Message Block (SMB), also commonly referred to as CIFS, is the name of the protocol that is typically used by  
clients running the Microsoft Windows operating system. 

StoreAll nodes run the HP-SMB server which implements SMB 2.1 and the Data Copy Offload (ODX) and Directory leasing 
features of SMB 3.0. 

SMB shares can be managed using the StoreAll GUI and CLI or using the Microsoft Management Console (MMC) Shared 
Management plugin from a system running Windows. The Windows user managing shares with MMC must be granted 
“Share Administrator” rights on the StoreAll system or permission will be denied. 

Using the StoreAll GUI or CLI SMB shares can be created and many attributes, including the Share Level ACL, can be 
managed. NTFS level permissions at the root of the share can be managed using the Windows Explorer Security tab  
from a Windows SMB client which has mapped the share. The Windows user changing settings at the root of the share  
must be granted “Share Administrator” rights on the StoreAll system or permission will be denied. 

A share that has been created with MMC, or created with the StoreAll CLI or GUI and later modified with MMC will be labeled 
as “Externally Managed” when viewed from StoreAll. This limits what attributes of the share can subsequently be managed 
from StoreAll. The only way to remove the “Externally Managed” label is to delete the share and recreate it with the StoreAll 
GUI or CLI. No data is deleted when this is done; the shared folder is not touched. 

The HP-SMB server does not support “Anonymous” or “Guest” Access, all users must be authenticated. Authentication is 
discussed in a later section. 

As of the StoreAll OS v6.3.2 limits were introduced on the total number of SMB shares supported on a StoreAll cluster.  
The limits are unchanged for StoreAll OS v6.5 and are as follows: 

• Up to 60 shares can be managed with MMC. If this limit is exceeded then MMC management operations will start to  
time out. 

• Up to 200 shares can be managed with the StoreAll CLI or GUI. This limit is not enforced in the StoreAll software. 
Management operations become slower as more shares are added and this is noticeable above 100 shares. 

• A maximum of 200 SMB shares are supported per StoreAll cluster. 

Best Practice 
• Assigning a user “Share Administration” rights to a StoreAll system grants a very high level of access and membership 

should be carefully managed. 

• Whenever possible manage StoreAll SMB shares using the StoreAll GUI or CLI, not with MMC. 

• Do not exceed 200 SMB shares per StoreAll cluster. 

• Consult ISV specific documentation to see if SMB Oplocks should be disabled. Some applications require that Oplocks be 
disabled when they are used with SMB shares. 

NFS 

Network File System (NFS) is a common access protocol for many StoreAll implementations and is mostly used with Linux 
or UNIX® clients. 

StoreAll supports NFSv3, it does not support NFSv4. 

NFS is a state-less protocol and if a network connection is lost due to a User VIF failing over it waits for the connection  
to be restored. 

There is no advisory or recommended limit on the number of NFS shares supported per StoreAll cluster. 
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HTTP and FTP 

StoreAll includes the capability to share files utilizing the File Transfer Protocol (FTP), and the Hypertext Transfer Protocol 
(HTTP). Secure versions of FTP and HTTP may be configured using the Secure Socket Layer/Transport Layer Security 
(SSL/TLS) protocols. These secure versions are identified as FTPS and HTTPS. Like the SMB protocol, user credentials are 
required to connect to these protocols. FTP and HTTP can utilize Active Directory or local users for name service credentials. 

In order to provide SSL versions of either of these protocols, SSL certificates must be generated and stored on the cluster. 
SSL certificates are normally provided by third-party identity services. With the SSL certificates installed, the administer sets 
up a profile specifying the parameters for the FTP/HTTP access to the share. 

StoreAll REST API 
StoreAll includes a REST API providing programmatic access to user-stored files and their metadata. Metadata is stored in 
the HP StoreAll Express Query providing fast query access to metadata without scanning the file system. The REST API 
provides the ability to upload and download files, assign custom (user-defined) metadata to files and directories, manage 
file retention settings, and query the system and custom metadata of files and directories. 

OpenStack Object Storage Interface 

StoreAll OS v6.5 adds an OpenStack Object Storage Interface to HP StoreAll Storage. A separate white paper will be 
published on this topic. 

Authentication and Authorization 

This section relates to how the StoreAll system limits and allows access to the files shared. This has two parts: 
Authentication and Authorization. 

This document does not discuss the special case where a set of files need to be accessed concurrently using multiple 
protocols (typically SMB and NFS). There are various approaches to achieving this and they are discussed in the StoreAll 
Administration and User documentation. 

Authentication 
This relates to how users authenticate themselves to the server. 

NFSv3 provides the easiest authentication model. NFSv3 clients are responsible for authenticating users; the server 
inherently trusts the client systems. 

In contrast, the SMB, HTTP and FTP protocols rely on StoreAll side authentication of client requests in order for the system 
to authorize share access. To facilitate this, user credentials can be stored either as local users, as a user defined in Active 
Directory (AD), or as user defined in Lightweight Directory Access Protocol (LDAP). Each of these methodologies requires 
that the user enter value for their credential name, and then enter the corresponding password to be granted that 
credential. One of these three must be chosen for protocols that require authentication. 

• Local Users: The HP StoreAll Storage system allows users to be defined as local users to provide credentials for SMB, 

FTP, and HTTP. This may be appropriate for a small number of users, for testing purposes, or for environments without 
access to corporate naming services like AD or LDAP. Administrators should be aware that the local users option was not 
designed to be a highly scalable easy to administer naming service. The more users that are defined as local users, the 
more difficult it is to manage these users and passwords. If a particular environment requires more than about 100 users, 
it would probably be beneficial to investigate implementing a network based naming service such as AD or LDAP. 

• Active Directory: This by far the most popular authentication method in Windows environments and StoreAll nodes  

can be joined to an Active Directory Domain. 

• Native LDAP: A small number of customers prefer to use LDAP for Windows user authentication and StoreAll  
supports that. 

Best Practice 
• If more than 100 local users are needed, the use of a network naming service is recommended. 

Authorization 

Authenticated users present their credentials to the StoreAll system to determine if they can access shares, files and 
directories. Within the file system, each file has defined users who can access and perform certain actions on a file. 

NFS access to files and directories is authorized or denied based on the Owner User ID, Group ID and access mode bits 
(rwxrwxrwx). These values are stored directly in a file’s inode. 

Windows based protocols typically authorize or deny access with a much more verbose set of Access Control Lists (ACLs)  
for each file. Each ACL defines a user or group and grants those users or groups a specific set of privileges. For each file, the 
StoreAll file system has 4K of space available for extended attributes. Windows ACLs are stored in the extended attributes 
section of the file. Based on the typical size of a Windows ACL this allows up to 50 ACLs. 

Best Practice 
• Do not define more than 50 Windows ACLs per file. 
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Miscellaneous Best Practices 

Using Linux Commands 

StoreAll is built on top of a Linux kernel. Consequently, there are many people who feel that they have a certain degree of 
knowledge about the system operations. These administrators will be tempted to utilize standard Linux commands or to 
modify the underlying configuration files without going through the standard StoreAll commands. This can be error prone 
and dangerous in many cases. 

StoreAll commands work in conjunction with the Fusion Manager to propagate changes to all of the cluster nodes that 
should be affected by those commands. Trying to keep a large number of nodes synchronized without using the Fusion 
Manager Tools will eventual lead to the misconfiguration of nodes or worse. 

Best Practice 
• Always use StoreAll commands to manage StoreAll cluster. Do not use the apparently equivalent Linux commands. 

Installing 3rd party software: 

StoreAll is built and managed as an appliance; it is not a general purpose compute server. It is only supported to install 
software certified by HP, typically backup agents, on StoreAll nodes. 

Best Practice 
• Only install certified and supported 3rd party software on StoreAll nodes. 

Solution Design Considerations 

Spending the time to put together a well-designed solution will pay dividends for administrators and users of the system. 
The general questions below can serve as a guide to the type of information you should probably collect when designing 
and sizing a StoreAll solution but they will not cover all use cases. 

How many clients systems will be accessing the system? What data access protocols will they use? What applications  
sit on top of these data access protocols? Are the applications supported? Is there is more than one application? Are there 
examples of them working together in other environments? What does the network look like between the client and the 
servers? How are clients authenticated? 

What are the capacity requirements? Is that for one copy of the data, or the entire dataset? How was that data collected? 
Did that number include snapshots? How many snapshots? What is the growth rate for that data? What is the disk utilization 
target? What are the throughput performance requirements for the data? Is this expressed as MB/s or IOPs/s? 

What would be the best network topology to use? Are 10GbE networks available? What bonding modes can the customers 
switches support? Will inter-cluster replication be used heavily? Will the data mobility services be used extensively? Does 
the customer want to use VLANs? What type of VLANs? 

Is a migration strategy required? What is the plan for moving the data from the existing system to the new StoreAll? 

If replacing an existing system access from Windows clients how many ACLs do they have per file? What is the timeframe for 
completing the migration? What resource will be required to facilitate the migration? What tools will be used? What are the 
uptime requirements during the migration? 

When is the production system in use? Will data mobility services be used? Are there windows of lower utilization for 
rebalancing or tiering? If so, what percentage of the workload is typically still present during this lower workload?  
How will replication be used? 

If replication is being used, is there dedicated network bandwidth? Can the application do its own replication? What are  
the RTO and RPO? Where is the remote location? How long will it take to replicate the entire dataset over the provided 
bandwidth? Is this acceptable for data recovery? What other data protection schemes are being used? Snapshots?  
Backups? Rsync? 

Is Data Retention required? What policies are required? Is autocommit required? 

What are the backup and recovery plans? Will NDMP be utilized? If so, with what backup application? What is the backup 
window for an incremental? What about a full backup? How long would it take to recover the full dataset from a full backup? 
Is this acceptable? If not, what are the RTO and RPO from backup? 

How is system maintenance handled? Are their data center restrictions regarding personnel? What are the requirements 
around change control? What are the requirements around security? What is the policy for after hour’s access? What are the 
policies for replacement components? What level of support and what term of support is appropriate for the solution? 

If this is a new solution, how will staff be trained? 
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Summary 

Exploding unstructured content growth changes the storage landscape. HP StoreAll Storage with Express Query enables 
customers to tame and mine their content—reducing the cost, complexity, and time to store, protect, and extract business 
value from massive amounts of unstructured data. Supporting file and object in a single storage platform for unstructured 
data, HP StoreAll Storage is hyperscale, harnessed, instant, economic storage for today’s and tomorrow’s data center. 

Learn more at 
hp.com/go/storeall 
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